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• Basic overview of OCCAID (who we are and what we are 
doing with IPv6..).

• Today’s problem with the IPv6 internet.

• OCCAID’s approach to IPv6 – BGP Policies

• OCCAID’s approach to IPv6 – IGP/Interior Routing 
Policies
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• Experimental/educational internet – designed to allow 
network engineers and students to test and learn BGP and 
routing policies without disrupting production internet.

• Started in 2001. Public-owned by Joint Technical 
Coordination (JTC) participating members.

• The AS30071 core backbone is operated by TowardEX
NOC for OCCAID community.

• Three core locations: Western, Central and Eastern US
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• Started using IPv4 for most of the experiments done by the 

community. But due to large amount of address space IPv6 
provides at free of charge, more and more participating 
members have moved away from IPv4, and into IPv6 for 
new experiments.

• Contrary to a popular belief, OCCAID is NOT a Tunnel 
Broker!

• Acceptable network use is similar to most academic/NREN 
networks – stay non-profit, do not host adult-content and 
no performance of illegal activities.
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• OCCAID runs a Tier2 production IPv6 backbone. 
• The goals are: 1. to provide an experimental and academic 

environment for our participants; 2. assist ISP’s in getting acquainted 
with the protocol, before moving forward with commercial offerings.

• Operated under coverage of 24x7 network operations center –
completely production-use backbone even though we are an 
experimental internet community.

• Dual-stack IPv4/IPv6 backbone. Most transport links are tunneled over
same upstream provider (so latency is nearly native-like). We recently 
upgraded three major transport links with native 100Mbit FastE
connections -- thanks to our sponsors for donation!

• We do not “own” the network – the network links are either tunneled 
or riding over MPLS transport services offered by sponsoring 
providers.



� � 	 � � � � � � � � � 	 � � � � �



� � � � � � 	 � � 
 � 	 � � � � � 	 � 	 �
• OCCAID provides IPv6 transit to:

• Over 250 participants for experimental and academic purposes. Most 
of these are tunneled, some of them are natively connected.

• Over 16 downstream ASN’s (mostly ISP’s) – some tunneled, some 
native. This number is continuing to grow.

• North American ISP’s who are new to IPv6 are welcome to receive 
free transit from us – however their use must be non-commercial. 
For commercial offerings, please ask your IPv4 transit providers to 
offer IPv6 natively – some people are calling us “NSFnet of U.S. IPv6 
deployment” – since we provide free experimental transit services in 
order to encourage IPv6 usage.

• Currently pushing over 5Mbit/s (95th percentile) of U.S. IPv6 
aggregate traffic – this small traffic level is far from reality by any 
means – however, this makes us one of the top trafficked IPv6 
backbones in the United States at the time of this writing. (Not much 
we can do when there is no content in IPv6 � )
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• People blame the 6bone all the time. They are correct in that 6bone is 

playing a role in poor-quality of IPv6 connections, but the issue is 
more wide spread.

• The real issue is that production IPv6 backbones are acquiring transit 
from legacy-6bone one-router , one-location, multi-continental
tunneled networks like AS10566 and AS109. Latency sky rocks well 
over 300ms in round-trip.

• Even worse, many IPv6 networks today have NO routing policy –
there is no local-preference discrimination of what is 
downstream/customer route, what is upstream transit route and what is 
peering route.
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• Full-swap – this needs to � � � � the sooner the better. 

• A “ full-swap” situation is when two backbones enter into a mutual 
settlement-free transit configuration, where they send full global 
routing tables to each other, without a routing policy that 
discriminates customer/peer/transit relationships using local-pref.

• Full-swap activity severely degrades the performance of the IPv6 
internet, especially when done over latency-ridden tunnels. Contrary 
to the popular belief, it is not the tunneling that breaks the quality, but 
the combination of tunneling and lack of sane routing policy.

• Unfortunately, people are always paranoid about “downtime” and are 
always seeking for full BGP table from everybody. This “ redundancy-
assurance” is a false assumption, and produces low-quality routing 
than a capable redundancy, if at all.   Imagine if this was the IPv4 
internet.. Can you get redundant upstreams for free like you can with 
tunnels? No. So please stop the paranoia in IPv6.
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• We maintain the same routing policies that are exercised 

by the commercial IPv4 backbones – we use different 
levels of local-preference and community tagging based on 
the type of the route we learn.

• OCCAID Local Preferences:
400 = Internal Originated Route

350 = Customer Route

120 = Peering Override Route (e.g. prefer native over tunneled peer)
110 = Peering Route

100 = Transit Route
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• OCCAID IPv6 BGP Communities:

30071:9000 = Internal Originated Route

30071:3000 = Customer Route
30071:2000 = Peering and Transit Routes

• See http://www.occaid.org/occaid-bgp.html for latest up-to-date in-
depth information regarding our BGP communities and routing 
policies
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• If you are a peer, you will only receive customer and internal 

originated routes and no more. Furthermore, our peers are required to 
not advertise our routes to their peers/transits – they should only pass 
our routes to their own network and their downstream customers. In 
other words, leave us out of the full-swap practice* .

• If you are a transit customer (downstream), by default you will receive 
full, complete BGP routing table. Customers can also receive “partial-
routes” , which sends exactly the same set we send to our peers 
(customer/internal only). “partial-routes-with-default-route” , “default-
route-only” and “ full-routes-with-default-route” advertisement options 
are also available for BGP customers.

* Sometimes, there are exceptions for specific cases. If OCCAID and the 
involved peer determine that our routes would be better improved latency-
wise, we may allow controlled leakage of our routes.
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• The OCCAID network’s transport connections consist of 
either native 100Mbit FastE ports (delivered via MPLS 
transport) or tunneling over the same IPv4 upstream 
backbones.

• The OCCAID network’s cross-country latency in average 
is on the par with many production/native IPv4 backbones 
today, even though several of them are tunneled – thanks 
to our superior interior routing policy. We will discuss how 
we make this happen in the next pages.
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• Create many directions to exit the network.

• Problem with tunneling is that you have to encapsulate your packet to 
a specific relay (the remote endpoint) before it is given a chance to 
ride a multi-exit backbone. This adds latency unnecessarily. For 
example, if you are in Oregon and you tunnel to a San Francisco 
router, you add 20ms round-trip right off the starting point. Add 70ms 
additional latency to cross country and reach NYC – this gives you 
90ms, where as natural IPv4 path may take you only 78ms to NYC.

• It is common for OCCAID to deploy an “edge POP” router at a 
downstream customer site (as long as the downstream agrees to let us 
use that router to serve nearby users as well – if not, why should we 
waste our time on something that doesn’ t benefit the project?).

• The edge router gets tunneled to more than one backbone router, each 
residing in a different regional area (e.g. one in west coast, one in mid 
coast, etc). The edge router participates in OSPF area 0. It then 
performs SPF calculations to reach the BGP exiting/peering points as 
fast as IPv4-naturally possible, under minimal latency.
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• IGP Engineering

• We don’ t care about hop-count, but we do care about latency and 
transport capacity to reach a network exit/drain point.

• Many IPv4 production backbones either use round-trip transport 
circuit latency or fiber/circuit mileage as their IGP cost. Thisallows 
their routing protocol to naturally find the best path with goal of 
finding the shortest geographic path. OCCAID uses round-trip latency 
value as its IGP cost.

• Backbone routers maintain IGP costs strictly based on latency to
reach the fastest BGP exit-point, whether over tunneling or over 
native transport.

• Edge POP routers maintain IGP cost based on their latency to the
upstream router, plus value of 500. 500 number is added on top of 
their latency so that backbone routers do not prefer edge routers to 
transit packets to other end of the whole network. Edge POP routers 
are usually equipped with lower bandwidth than backbone routers, so 
we want to avoid using edge sites to transit backbone traffic.
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• Our sane routing policy both at the interior (IGP) and 

exterior (BGP) levels allows us to run the network at a 
complete production level. This gives the opportunity for 
people to really see the potential for IPv6, and hopefully 
motivate others to improve their IPv6 routing policies.

• We believe IPv6 should be operated with the same design 
and principles as production IPv4. It is no longer a 6bone 
playground, we want it to turn into something everyone 
can use.
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• Please send them to occaid@cnacs.occaid.org mailing list.


